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Abstract

With the growing number of fine-tuned variants derived from pre-trained models,
model merging emerges as a key challenge: effectively integrating task-specific
adaptations while preserving performance. However, naive weight averaging often
fails when parameter updates are misaligned, revealing the need for a structured
space in which merging becomes principled. In this work, we hypothesize that
pre-trained models possess an intrinsic low-rank structure. Specifically, we posit
that the transformation from input to output is mediated by a latent bottleneck of
low intrinsic dimensionality; we leverage this low-dimensional space to construct a
model embedding space. This space ensures that fine-tuned updates, i.e., model
embeddings, of all adaptations remain confined within the intrinsic structure of the
pre-trained model. As model embeddings lie in the same low-dimensional space,
model merging via direct averaging becomes more effective. Moreover, we further
introduce an aligned subspace of these model embeddings to improve the efficacy
of model merging. Experiments across vision and multimodal tasks, including
ViT and multimodal LLMs, demonstrate that our approach enables effective model
merging and provides a unified geometric view of adaptation and combination in
pre-trained models.

1 Introduction

Large pre-trained models have become the foundation of modern vision, language, and multimodal
systems [7, 25, 47, 53]. With the rise of parameter-efficient fine-tuning methods [19, 32, 45],
thousands of task-specific variants can now be derived from a single pre-trained checkpoint. This
proliferation of fine-tuned models raises a central challenge: how to fuse multiple adaptations
effectively, i.e., how to integrate their specialized knowledge while preserving the pre-trained model’s
capabilities without compromising other adaptations [8, 39, 46, 52, 60].

Naive parameter averaging, although simple, often fails because fine-tuned updates are misaligned:
conventional methods such as LoRA [19] directly modify the weights, but the resulting updates
typically lie in task-specific subspaces that differ across fine-tuning tasks [22, 43, 50, 56], as illustrated
in Figure 2 (a). Thus, a core difficulty of model merging lies in the absence of a shared space in
which these updates can be meaningfully fused.

We address this challenge by analyzing the pre-trained model through its intrinsic structure [11, 21, 27]
and constructing a model embedding space. Specifically, we interpret the pre-trained layer as an
autoencoder-style map: there exist encoding and decoding bases that project the input and output
features onto their respective intrinsic low-dimensional subspaces. Fine-tuning within this space
ensures that adaptations remain confined to the pre-trained manifold. The fine-tuned updates are
referred to as the model embeddings.

This formulation naturally benefits model merging. When multiple fine-tuned models are updated
in the low-dimensional model embedding space, constructing a merged model by simply averaging
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Figure 1: (a) The pre-trained weights map features from the input space Rdi to the output space
Rdo . (a-1) The most common fine-tuning approach, i.e., LoRA [19], is applied to the weight space
∆W ∈ Rdo×di . (a-2) In our framework, we reinterpret the pre-trained model through an autoencoder
perspective, where it transforms inputs to outputs via a pathway of low intrinsic dimension ri ≪ di.
Both the encoder Φ and decoder Ψ are derived solely from the pre-trained weights. We construct
a model embedding space S ⊆ Rro×ri in which adaptation to downstream tasks is performed
only within this space. The detailed case design can be found in Section 2.5. (b) In S, the model
adaptation and merging are more effective. While LoRA adapts a low-rank subspace of the weights
to downstream data, it risks distorting the original pre-trained distribution. In contrast, our method
facilitates updates while preserving the integrity of the pre-trained structure. Consequently, our
merged model generates samples that align more closely with real data, whereas the LoRA model
tends to exhibit distribution shifts that deviate from the pre-trained knowledge.

the model embeddings becomes more effective, as illustrated in Figure 2 (b). Moreover, to further
enhance alignment among updates, we propose to construct an aligned subspace of them before
constructing the merged update, which leads to improved model merging performance.

Empirically, we show that model embedding space enables effective model merging. Across vision
and multimodal tasks, including vision transformers and multimodal large language models, our
approach demonstrates strong adaptability to new tasks and significantly enhances merging stability.

In summary, this work reframes the problem of model merging through the lens of the pre-trained
model:

• We construct a model embedding space that establishes a shared low-rank basis derived
from the pre-trained model.

• Within this space, model merging is more effective, as it preserves the intrinsic structure of
the pre-trained representations.

• We further propose fusing model embeddings within an aligned subspace, a technique that
significantly enhances the efficacy of model merging.

2 Methods

2.1 Overview

Setting. Consider a pre-trained layer f(x;W) that maps an input feature x ∈ Rdi to an output
feature o ∈ Rdo . We assume the input distribution is supported on a low–intrinsic-dimension manifold
Min ⊂ Rdi with dim(Min) = ri ≪ di; the output distribution is supported on Mout ⊂ Rdo with
dim(Mout) = ro ≪ do. Figure 1 (a) illustrates this manifold of the input space and output space.

Low intrinsic dimension. To capture the low-intrinsic structure, the pre-trained layer f(x;W) can
be interpreted as an autoencoder-style map, with encoding and decoding bases

Φ ∈ Rri×di , Ψ ∈ Rro×do ,

which project the input and output features onto their intrinsic low-dimensional subspaces.
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Remark 2.1. In this work, we construct Φ and Ψ directly from the pre-trained weights, ensuring zero
reconstruction error. Because these weights have been optimized on large-scale data, they encode
statistically meaningful structure, allowing the resulting bases to capture the intrinsic structure learned
during pre-training.

2.2 Model Embedding Space

Full fine-tuning or unconstrained low-rank updates on W can rotate channel subspaces and drift off
the manifolds Min → Mout. In this work, we introduce a model embedding space and constrain
downstream fine-tuning to this space. Specifically, the model embedding space is the matrix space

S ⊆ R ro×ri .

In this space, the model embedding ∆S represents the updated parameters when adapting the pre-
trained model to the downstream task. It acts as an operator that characterizes the interaction between
the ri input latent and the ro output latent during the adaptation. In our method, ri is set equal to ro.
Given the input latent z ∈ Rri , the output latent z′ ∈ Rro is

z′ = z + ∆Sz. (1)

This process is depicted in Figure 1 (a). Compared to LoRA updates, model embedding operates in a
low-dimensional space rather than a low-rank weight space, as ri ≪ di. The detailed case design can
be found in Section 2.5.

2.3 Merging in Model Embedding Space

Given M updates {∆Si}Mi=1 in the model embedding space, the goal of model merging is to find a
fused model embedding ∆Ŝ.

Arithmetic average. A simple way to obtain ∆Ŝ is through an arithmetic averaging of all updates,
i.e.,

∆Ŝ =
1

M

M∑
i=1

∆Si. (2)

Although all updates lie in the same model embedding space, different tasks may still emphasize
distinct sub-directions. To address this issue, we propose aligning model embeddings in the subspace
before merging.

Aligned subspace merging. Instead of directly averaging {∆Si}Mi=1, we propose aligned subspace
merging,

∆Ŝ = g
(
{∆Si}Mi=1

)
. (3)

We first align the subspace of model embeddings by extracting a common subspace basis that captures
information shared across tasks, and then perform merging within this subspace. Table 7 shows the
effectiveness of aligned subspace merging on a MNIST masked-image reconstruction toy task.

(1) Aligned subspace. For each model embedding ∆Si, we obtain the basis of its row space using an
SVD

∆Si = UiΣiV
⊤
i , (4)

where Vi ∈ Rri×rm is the right singular vector basis (rm ≤ min(ri, ro)). We then stack these bases
and perform a second SVD:

Ṽ =

V
⊤
1
...

V ⊤
M

 ∈ R(Mrm)×ri , Ṽ = U
′
Σ

′
V

′⊤, (5)

where U
′

and V
′

are singular vectors of stacked basis Ṽ , and Σ
′

are its singular values. We take the
leading r right singular vectors as the aligned subspace basis

B = V
′
(:, 1:r) ∈ Rri×r. (6)
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Figure 2: (a) Conventional fine-tuning methods such as LoRA [19] directly operate in the model
weight space, but the resulting updates ∆W typically reside in task-specific subspaces that differ
across fine-tuning tasks. When the updates are not aligned, i.e., they span different subspaces, simply
fusing or averaging these weights becomes ill-posed and may degrade performance. (b) In contrast,
our method first encodes the weight space into a low-dimensional representation, which we define as
model embedding space S, and constrains adaptation to occur only within S. This ensures that all
updates ∆S lie in a common representational space, making direct merging of multiple adaptations
meaningful. (c) Illustration of tuning model embedding space in multi-head attention (MHA). Model
embeddings are denoted as ∆S(1), · · · ,∆S(H).

By Eckart-Young’s theorem [10], B is the best rank-r approximation of Ṽ .

(2) Merging in the aligned subspace. With B fixed, each model embedding is represented in a shared
subspace with its coefficients:

Ci = ∆SiB ∈ Rro×r. (7)

In this subspace, the merged coefficients C̄ are obtained by minimizing the squared Frobenius distance
to {Ci}Mi=1:

C̄ = arg min
C∈Rro×r

M∑
i=1

∥C − Ci∥2F , (8)

which has the closed-form solution

C̄ =
1

M

M∑
i=1

Ci. (9)

It leads to the merged update in the model embedding space:

∆Ŝ = C̄B⊤. (10)

2.4 Extend Aligned Subspace Merging to Weight Space

The aligned subspace merging strategy can also be applied in the weight space; for example, LoRA
weight updates can be aligned in a shared basis before merging. Given M LoRA updates {WA

i }Mi=1

and {WB
i }Mi=1, we can separately obtain their aligned subspace merging via

ŴA = g
(
{WA

i }Mi=1

)
,

ŴB = g
(
{WB

i }Mi=1

)
,

(11)

where g(·) denotes the merging function defined in Eq. (3). This alignment ensures that different
LoRA updates are expressed in a shared subspace.

2.5 Case Study: Multi-head Attention

We discuss the model embedding space using architecture-specific examples, such as Multi-Head
Attention (MHA). The complete formulations for Multi-layer Perceptron (MLP) are deferred to the
Appendix A.
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Setting. The multi-head attention layer [53] transforms the input sequence X ∈ RN×d to the output
sequence O ∈ RN×d, where N denotes the sequence length, d is the dimension of input and output
features. It allows multiple attention mechanisms to work in parallel, with each head independently
learning attention patterns. For H attention heads, each attention head calculates attention maps
as A(h) = softmax(XW

(h)
q W

(h)⊤
k X⊤), where projection matrices W(h)

q ,W
(h)
k ∈ Rd×dh , h =

1, · · · , H , dh = d
H . The multi-head attention represents as,

MHA(X) =

H∑
h=1

A(h)XW(h)
v W(h)⊤

o (12)

where projection matrices W(h)
v ,W

(h)
o ∈ Rd×dh . MHA naturally exhibits an encoding/decoding

structure, with a low intrinsic dimension given by dh.

Encoding process. Attention and per-head outputs:

Z(h) = A(h)XW(h)
v ∈ RN×dh . (13)

Each attention head applies a projection from d to dh, so it naturally serves as an encoder that maps
X into a lower-dimensional representation.

Decoding process. Concatenate heads and apply the fixed output projection:

O =

H∑
h=1

Z(h)W(h)⊤
o , (14)

where W
(h)
o ∈ Rd×dh serves as a decoder that maps Z(h) back to a higher-dimensional representa-

tion.

Model embedding. Given fixed pre-trained weights W(h)
q , W(h)

k , W(h)
v , W(h)

o , for each head h,
we insert a learnable model embedding ∆S(h) ∈ Rdh×dh to adapt to the downstream task:

Z
′(h) = Z(h) + Z(h) ∆S(h),

Õ(h) = Z
′(h) W(h)⊤

o ∈ Rn×d.
(15)

Initialize each model embedding to zero: ∆S(h) = 0dh
∀h, and it causes zero deviation from the

pre-trained model at initialization. This structure is illustrated in Figure 2 (c).

3 Discussion

In this section, we discuss the comparison between tuning and merging in the model embedding
space and in the weight space, i.e., LoRA.

3.1 The Effect of Aligned Subspace

Let τi = vec(∆Wi) ∈ RD denote the update of model i and let T = [τ1, . . . , τM ] ∈ RD×M .
Choose a rank-r aligned subspace basis U ∈ RD×r, which is obtained by the top-r SVD of T, and
its projector P = UU⊤. The arithmetic averaging gives τ̄ = 1

M

∑
i τi, while aligned merging gives

τ̂ = P τ̄ .
Proposition 3.1. τ̂ is the unique minimizer of projection of τ̄ onto the subspace spanned by U :

τ̂ = arg min
τ ′∈{Uz:z∈Rr}

∥τ̄ − τ ′∥2.

Proposition 3.2. The alignment error between τ̄ and τ̂ is

∥τ̄ − τ̂∥2 ≤ 1

M

M∑
i=1

∥τi∥2 sin θi,

where θi is the largest principal angle between span(U) and span(τi).
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Table 1: SVHN reconstruction MSE.

6 7 8 9 Avg. ↓

Pre-trained 18.58 18.56 18.86 19.28 18.82

Fine-tuned LoRA 13.50 12.43 14.06 13.85 13.46
Fine-tuned Ours 12.54 11.04 12.94 12.76 12.32

LoRA Avg. 17.61 17.44 17.83 18.28 17.79
LoRA Aligned 14.19 13.69 14.23 14.58 14.17

Ours Avg. 13.72 13.16 13.52 13.86 13.56

Figure 3: Aligned subspace enables more effective
model merging. Across three methods, we com-
pare the principal angles between subspaces over
four SVHN subtasks, where smaller angles indicate
stronger subspace alignment.

Proposition 3.3. Let the downstream effect of an update be F(τ ), e.g., output or reconstruction
map. If F is linear with operator norm ∥A∥2, i.e., F(τ ) = Aτ , the excess MSE from unaligned vs.
aligned merging satisfies

∥F(τ̄ )−F(τ̂ )∥2 ≤ ∥A∥2
M

M∑
i=1

∥τi∥2 sin θi.

Remark 3.4. The error of the arithmetic averaging is bounded by the alignment of subspace. If the
subspace is more aligned, i.e., θi is smaller, the arithmetic average leads to better performance. The
model merging is more effective. The details of the analysis are in Appendix B.

3.2 Demonstration

We evaluate the effectiveness of our approach, particularly the validity of the common space hypothe-
sis, in a controlled setting based on the SVHN dataset [42].

Experimental setting. Our base model is a fully connected autoencoder trained on digits 0–5
from the SVHN dataset. We then fine-tune its model embedding separately on digits 6–9 to obtain
adaptation variants. We compare our adaptation method with LoRA [19]. For each method, we fuse
the resulting experts using arithmetic average. In addition, for LoRA, we also evaluate an aligned
variant using (11). The details are provided in Appendix E.4.

Metrics. Image reconstruction is evaluated using mean-squared error (MSE) on the SVHN test sets
for digits 6–9. To further analyze subspace alignment, we compute the principal angles between the
update subspaces of different digits. Specifically, given two subspaces U ,V ⊂ Rn with orthonormal
bases U ∈ Rn×p and V ∈ Rn×q, the principal angles {θi}ki=1 (k = min(p, q)) are defined
recursively as

cos θi = max
ui∈U,vi∈V

u⊤
i vi,

s.t. ∥ui∥ = ∥vi∥ = 1, u⊤
i uj = v⊤

i vj = 0, j < i.

Smaller principal angles indicate greater overlap and thus a more shared representation space.

Capability of model embedding adaptation. Table 1 reports the MSE of the reconstructed images.
Compared with LoRA, fine-tuning only the model embeddings ∆S achieves consistently lower MSE
across all four digits, despite using substantially fewer parameters (16k vs. 84k).

Aligned subspace helps model merging. Figure 3 shows the principal angles between updates on
different digits. Compared with LoRA, our method yields the smallest principal angles as well as
the lowest MSE. It demonstrates that our task subspaces are well aligned within the shared model
embedding space, making it naturally suited for simple model merging. When subspace alignment
is applied to LoRA, the principal angles decrease substantially, and the reconstruction loss is also
reduced, confirming that subspace alignment improves both merging effectiveness.

4 Experiments

In this section, we present empirical results on both vision and multimodal settings, including vision
transformers (ViT) and multimodal large language models (MLLM).
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Table 2: Performance of ViT-B/32 on eight vision tasks. We compare model adaptation and merging
in both the weight space and the proposed model embedding space S. (i) For model fine-tuning,
adapting model embeddings ∆S achieves higher accuracy than tuning LoRA. (ii) For model merging,
our aligned subspace merging methods in S achieve the best result among all approaches. The aligned
subspace merging is also effective in weight space using LoRA.

Space Method Cars DTD EuroSAT GTSRB MNIST RESISC SUN397 SVHN Average
- Pre-trained model 59.74 44.15 46.63 32.8 48.3 61.57 63.35 31.8 48.42

- Fine-tuned model (LoRA) 74.0 58.33 99.0 92.7 99.3 88.4 64.5 96.2 84.1
- Fine-tuned model (Ours, ∆S) 75.89 55.63 99.0 93.69 98.5 89.9 68.1 96.24 84.61

W
ei

gh
ts

pa
ce

(L
oR

A
) Arithmetic average 60.61 43.0 48.4 39.06 52.25 63.1 62.09 39.22 50.97

Task Arithmetic [22] 60.66 43.0 48.48 39.16 52.75 63.21 62.86 39.68 51.23
Ties-merging [59] 60.95 42.42 49.41 33.95 56.76 61.33 62.51 42.87 51.28
DARE [61] 60.78 43.0 48.86 35.02 56.23 62.0 62.79 40.52 51.15
TSV [12] 61.75 44.07 50.08 41.74 58.89 64.82 62.78 47.36 53.94
ISO-C [39] 59.32 48.43 50.93 69.3 70.22 70.62 63.64 48.29 60.09
KnOTS [50] 59.8 48.43 57.67 68.91 67.19 70.45 63.56 47.97 60.5
Core [43] 61.41 49.65 50.44 78.1 70.64 74.6 63.89 51.5 62.53
Ours (Aligned subspace) 59.83 44.68 41.93 47.55 54.44 65.3 63.31 42.95 52.5

S Ours (Arithmetic average) 63.0 39.41 55.22 38.44 55.36 64.44 60.51 41.36 53.48
Ours (Aligned subspace) 73.19 42.55 60.82 61.16 79.4 69.7 63.73 67.99 64.82

4.1 Merging in Vision Tasks

We first evaluate our method on vision model merging using ViT-B/32 [7] across eight downstream
image classification tasks. We report the absolute accuracy, which is different from the normal-
ized accuracy used in some of the prior papers [43, 50]. Implementation details are provided in
Appendix E.1.

Model embedding enables effective task adaptation. In Table 2, "Fine-tuned model" represents
the test accuracy of models fine-tuned separately on each downstream task. It shows that fine-tuning
in the model embedding space consistently achieves higher classification accuracy than fine-tuning in
the weight space using LoRA, while requiring substantially fewer trainable parameters. Specifically,
LoRA fine-tuning updates 1.18M parameters, whereas our method updates only 0.58M parameters,
reducing the parameter count by nearly 50%.

Table 3: The accuracy of different merging meth-
ods improves when applied in the model embed-
ding space S rather than in the weight space.

Task Arithmetic TSV ISO-C

Weight space (LoRA) 51.23 53.94 60.09
Model embedding space 53.48 56.10 62.37

Model embedding space for effective merg-
ing. Table 3 demonstrates the effectiveness of
the proposed model embedding space for model
merging. In particular, we adapt representative
weight-space merging methods to the model em-
bedding space by merging task-specific model
embeddings instead of LoRA weight updates.
Applying Task Arithmetic, TSV, and ISO-C in the model embedding space yields approximately a
2% absolute accuracy improvement compared to their weight-space counterparts.

Aligned subspace enhances model merging. In Table 2, applying aligned subspace in the weight
space when merging LoRA checkpoints also leads to improved performance over these methods.
When aligned subspace merging is applied directly in the model embedding space, our approach
achieves the highest overall accuracy among all merged models, highlighting the effectiveness of
structured alignment in the proposed embedding space.

4.2 Merging in MLLMs

We further evaluate our method on MLLM merging using MM-MergeBench [62] and the LLaVA [30]
codebase. Implementation details are provided in Appendix E.2.

Seen tasks evaluation of MLLM merging. Table 4 shows that our model embedding space is
more merge-friendly than the standard LoRA space. Even arithmetic averaging in this space yields a
strong merged model, suggesting better-aligned task updates with less cancellation. Aligned subspace
merging further improves both spaces, and achieves the best result when applied in our embedding
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Table 4: Performance of MM-Merge-Bench on eight seen and four unseen tasks.

SEEN TASKS UNSEEN TASKS

Space Method SciQA Image VQA REC OCR VizWiz Flickr IconQA Average AVQA Image-R S2W TabMWP Average

- Pre-trained model 61.73 40.87 62.88 36.10 41.16 41.03 49.07 14.09 43.37 51.62 28.27 5.98 15.01 25.22

- Fine-tuned models (LoRA) 83.74 96.02 67.58 43.40 65.50 64.80 57.29 75.54 69.23 - - - - -
- Fine-tuned models (Ours, ∆S) 85.50 95.05 68.08 48.17 66.09 59.72 56.67 77.09 69.55 - - - - -

W
ei

gh
ts

pa
ce

(L
oR

A
) Arithmetic average 70.71 56.30 67.87 37.88 65.40 42.37 44.20 24.97 51.21 71.79 42.64 8.06 17.59 35.02

Task Arithmetic [22] 71.94 57.49 67.06 38.90 62.87 44.80 49.20 39.21 53.93 74.78 37.37 7.52 13.57 33.31
DARE [61] 71.59 57.25 66.26 39.38 62.56 44.93 49.13 39.59 53.84 73.75 37.67 7.56 13.62 33.15
Ties-merging [59] 71.49 55.88 66.73 39.67 65.12 44.35 47.06 34.46 53.09 73.43 38.44 7.47 13.23 33.14
PCB-merging [14] 71.10 57.82 67.59 38.22 64.35 44.58 48.90 37.01 53.70 74.57 36.28 7.84 15.44 33.53
WUDI-Merging [5] 75.17 62.73 63.31 40.65 61.20 45.66 53.96 40.86 55.44 78.95 43.56 9.64 17.59 37.44
RobustMerge [62] 73.43 65.54 67.20 44.80 62.97 46.61 52.80 45.90 57.33 79.30 45.79 9.23 17.62 37.99
Ours (Aligned subspace) 72.74 61.39 67.49 43.27 63.81 45.38 49.73 37.66 55.18 77.82 44.81 8.46 18.06 37.29

S Ours (Arithmetic average) 73.50 60.97 67.71 40.65 65.61 46.16 48.74 23.76 53.39 76.07 45.21 8.41 17.63 36.83
Ours (Aligned subspace) 82.76 74.85 66.56 46.67 62.47 45.43 52.13 39.16 58.75 78.52 50.63 10.55 19.20 39.73

space, increasing the average score from 57.33 [62] to 58.75. The gains are most pronounced on
SciQA and Image, with about 10% improvement compared to the previous methods.

Unseen tasks evaluation of MLLM merging. A similar pattern holds on the four unseen bench-
marks, where the advantage of the proposed model embedding space is more evident. Although
publicly available LoRA checkpoints can be directly merged, weight-space LoRA merging shows
limited generalization to unseen tasks. In contrast, even arithmetic averaging in our model embedding
space provides a stronger unseen-task baseline, suggesting better preservation of transferable knowl-
edge and reduced cross-task interference under distribution shifts. With aligned subspace merging,
the LoRA-space result becomes comparable to previous best methods, while our embedding-space
alignment further achieves the best average score of 39.73. Overall, model embedding space merging
offers stronger unseen-task generalization than directly merging LoRA checkpoints.

4.3 Ablation Study

We empirically choose the aligned-subspace rank r under the constraint r < ri, ensuring that the
merged embedding lies in a projected subspace. Table 5 reports the ViT merging accuracy as a
function of the ratio r/ri. More details are attached in Appendix I.

The ViT results show that performance improves as r/ri increases from small values and becomes
stable once the aligned subspace is sufficiently expressive. This indicates that the method does not
require a narrowly tuned rank. In our ViT experiments, we use a high-rank setting with r/ri = 98%.

4.4 Advantages of Model Embedding Space over LoRA in Model Merging

We summarize the advantages of the proposed model embedding space over standard LoRA. As
shown in Figure 1(a), LoRA updates the original weight space, where task-specific updates may
remain misaligned. Our method instead constrains adaptation to the pre-trained-derived model
embedding space S, producing more structured and merge-friendly updates.

• Knowledge preservation. Figure 1(b) shows that LoRA may distort the pre-trained distribution,
while our method better preserves the original structure after adaptation and merging. Table 6
further demonstrates adaptation and knowledge-preservation capabilities of our method. The model
embedding space achieves better adaptation than LoRA, yielding higher target-task accuracy. It
also exhibits minimal forgetting, as indicated by its near-preservation of the original ImageNet
performance. The experimental details for Table 6 are provided in Appendix E.5.

• Parameter-efficient adaptation. Table 2 shows that model embedding fine-tuning improves
average ViT accuracy over LoRA while using only 0.58M trainable parameters, compared to 1.18M
for LoRA, reducing the parameter count by nearly 50%.

• Merge-friendly and generalizable updates. By constraining task updates within the same model
embedding space, our method makes them more comparable and easier to align. Figure 3 shows
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Table 5: Sensitivity to r/ri on ViT-B/32. We vary the ratio r/ri and report the merged accuracy.

r/ri 12.5% 25% 37.5% 50% 62.5% 75% 87.5% 98%

Accuracy 52.45 57.43 60.35 62.99 64.74 65.43 65.24 64.82

Table 6: Knowledge preservation and target-task adaptation across different merging settings.
ImageNet top1 ImageNet top5 Target Task Acc

Pre-trained model 60.77 85.56 48.42
Weight Space (Full parameter) 53.47 (-7.3) 79.89 (-5.67) 86.3
Weight Space (LoRA) 58.82 (-1.95) 84.59 (-0.97) 60.09
Model Embedding Space 60.62 (-0.15) 85.6 (+0.04) 64.82

smaller principal angles than LoRA, and Table 3 shows improved merging performance in S.
Table 4 further shows stronger unseen MLLM task generalization than directly merging LoRA
checkpoints, indicating better transferability under distribution shifts.

Overall, the model embedding space provides a more structured and preservation-friendly alter-
native to LoRA, enabling compact adaptation, better knowledge retention, and stronger merging
generalization.

5 Related Work

5.1 PEFT and Representation Tuning

Training all weights of large foundation models is often impractical, so PEFT freezes the backbone
and learns small task-specific components, such as adapters, prefixes, or low-rank updates [18, 28, 19].
Recent variants improve decomposition, allocation, and robustness [32, 31, 40, 64], and extend PEFT
to vision–language models through adapterized bridges and visual prompting [23, 51]. Representation
tuning instead directly edits hidden activations while keeping the backbone fixed, offering parameter-
efficient and controllable adaptation [1, 33, 58, 57].

5.2 Model Merging

Model merging combines multiple specialized checkpoints into a single model without additional
multi-task training. Existing methods typically merge checkpoints offline through weight arithmetic,
such as checkpoint averaging and task vectors [22, 56], and improve robustness using tie-breaking,
rescaling, training-free recipes, or spectral projections to reduce interference [59, 14, 20, 49, 61,
62, 12]. Other approaches make adapters more merge-friendly by learning layer-wise, subspace, or
task-wise coefficients [8, 39, 46, 52, 60]. In contrast, our method constructs a merge-friendly model
embedding space and further introduces an aligned subspace for data-free model merging. Additional
related work on MLLM adaptation and merging is provided in Appendix F.

6 Conclusion

In summary, our work introduces a unified framework for model merging through a shared low-
rank embedding space, i.e., model embedding space, derived from the pre-trained model’s intrinsic
structure. By decomposing the model into fixed encoder and decoder bases, we constrain all
downstream adaptations to evolve within the same low-dimensional subspace, ensuring consistency
across tasks. Within this space, arithmetic average is more effective, as it preserves the intrinsic
structure of the pre-trained representations. Moreover, applying an aligned subspace to among updates
further enhances the performance of the merged model. Experiments demonstrate that our approach
not only improves fusion stability and performance but also provides a coherent interpretation of
adaptation and combination among pre-trained models. The limitations are discussed in Appendix K.
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A Examples of the Model Embedding Space Through Layer Decomposition

A.1 Motivation

Modern pretrained models operate on data and features with inherently low intrinsic dimensionality.
To study model behavior directly within this intrinsic space while preserving the knowledge in
the pretrained model, we construct an encoder/decoder derived from the pretrained weights. This
factorization provides a structure in which input features are projected into a shared low-dimensional
latent space and decoded back. Within this low-rank space, the mapping from input latent features to
output latent features defines a model embedding, providing a pretrained-aligned subspace in which
downstream updates and fusions can be meaningfully performed.

A.2 MLP / Linear Layers

Let the pretrained linear map be W ∈ Rdo×di with compact SVD

W = U ΣV ⊤,

where U ∈ Rdo×r, Σ = diag(σ1≥· · ·≥σr) > 0, V ∈ Rdi×r, r = rank(W ). Fix an integer H ≥ 1.
Define a partition of {1, . . . , r} into H contiguous blocks with approximately equal cardinality. Let
p ≜ ⌊r/H⌋ and q ≜ r −Hp, which is the remainder. For h = 1, . . . , H , define block sizes

rh =

{
p+ 1, h ≤ q,

p, h > q.

The h-th block corresponds to indices Ih = {
∑h−1

j=1 rj + 1, . . . ,
∑h

j=1 rj}. Extract per-block SVD
factors

U (h) ≜ U(:, Ih) ∈ Rdo×rh ,

V (h) ≜ V (:, Ih) ∈ Rdi×rh ,

Σ(h) ≜ diag
(
{σj}j∈Ih

)
∈ Rrh×rh .

(16)

Then

W =

H∑
h=1

U (h) Σ(h) V (h)⊤, (17)

where encoder Φ(h) = V (h), decoder Ψ(h) = U (h). When adapting to downstream tasks, we update
the model embedding ∆S(h) ∈ Rrh×rh . The weight updates become,

∆W =

H∑
h=1

U (h) ∆S(h) V (h)⊤. (18)

The structure is illustrated in Figure 4.

A.3 Convolutional Layers

Setting. Consider a convolutional layer with input X ∈ Rci×hi×wi and output O ∈ Rco×ho×wo ,
parameterized by a kernel F ∈ Rci×co×kh×kw .

Encoder and decoder over channels. We introduce an encoder and decoder over channels, shared
across spatial locations. For a latent dimension r and H heads, the encoder and decoder for head h
are

Φh ∈ Rci×r, Ψh ∈ Rr×co , h = 1, . . . ,H.

Given an input feature map X, the encoder performs a 1× 1 convolution over channels:

Zh =

ci∑
i=1

Φh
i Xi, Zh ∈ Rr×hi×wi , (19)

mapping ci input channels to r latent channels for each head h.
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Figure 4: An illustration of extracting the encoder and decoder from a linear layer.

Model embedding over spatial filters. The model embedding at this layer is given by a bank of
spatial atoms for each head,

Sh ∈ Rr×kh×kw .

These atoms act on the encoded latent channels via depthwise convolution:

Z′h = Sh ∗ Zh, Z′h ∈ Rr×ho×wo , (20)
where ∗ denotes 2D convolution in the spatial dimensions.

Decoding process. Finally, each head decodes latent channels back to output channels via another
1× 1 convolution:

Oh =

r∑
i=1

Ψh
i Z

′h
i , Oh ∈ Rco×ho×wo , (21)

and the layer output is obtained by summing over heads:

O =

H∑
h=1

Oh. (22)

Model embedding space. If the encoder and decoder {Ψh,Φh}Hh=1 are fixed from the pretrained
model, then all task-specific adaptation at this layer is captured by the collection of spatial atoms
{Sh}Hh=1, which defines a model embedding space for this convolutional layer. Each adapted model
corresponds to a point in this space, and model fusion reduces to linear operations on the {Sh}.

Reconstruction of the convolutional kernel. The above encoder/decoder structure induces an
explicit approximation of the original kernel F . Plugging (19)–(21) into the standard convolution
expression shows that

F ≈
H∑

h=1

r∑
i=1

Ψh
i S

h
i Φ

h
i . (23)

The approximation in (23) becomes exact, i.e., zero reconstruction error, whenever the true kernel F
admits a factorization of this form with rank at most Hr. In particular, if we choose H and r such
that Hr is at least the tensor rank of F and optimize {Ψh,Sh,Φh} without additional constraints,
we can recover F exactly.

B Analysis

B.1 Structural Relation Between Model Embedding Space and Feature Space

Consider a linear layer parameterized by an encoder/decoder decomposition

W = ΨSΦ⊤,

where Φ ∈ Rdi×r, Ψ ∈ Rdo×r are fixed encoder and decoder matrices, and S ∈ Rr×r is the model
embedding. Given fixed input x ∈ Rdi , the output is

o = Wx = ΨS (Φ⊤x) = ΨSz,

where z = Φ⊤x denotes the encoded latent feature.

15



Inner product structure. For two model embeddings S1,S2, the corresponding outputs are
o1 = ΨS1z and o2 = ΨS2z. Their output-space inner product satisfies

⟨o1,o2⟩ = z⊤S⊤
1 (Ψ

⊤Ψ)S2z.

Thus, the output-space geometry is induced by the bilinear form

⟨S1,S2⟩Ψ,z = z⊤S⊤
1 (Ψ

⊤Ψ)S2z,

showing that the model embedding space inherits a weighted inner product defined by the decoder
and latent feature direction.

Bound. If Ψ has orthonormal columns, i.e. Ψ⊤Ψ = Ir, then

∥o1 − o2∥2 = ∥S1z− S2z∥2 ≤ ∥S1 − S2∥2 ∥z∥2,
which means the change in output is linearly bounded by the spectral norm distance between model
embeddings.

For the general case, Ψ⊤Ψ induces a condition number κ(Ψ):

σmin(Ψ) ∥S1 − S2∥2 ∥z∥2 ≤ ∥o1 − o2∥2,
∥o1 − o2∥2 ≤ σmax(Ψ) ∥S1 − S2∥2 ∥z∥2.

B.2 The Effect of Common Basis

Let τi = vec(∆Wi) ∈ RD denote the update of model i and let T = [τ1, . . . , τM ] ∈ RD×M .
Choose a rank-r common basis U ∈ RD×r, which is obtained by the top-r SVD of T, and its
projector P = UU⊤. Unaligned averaging gives τ̄ = 1

M

∑
i τi, while aligned fusion gives τ̂ = P τ̄ .

Proof of proposition 3.1. We first show that τ̂ is the unique minimizer of projection of τ̄ onto the
r-dimensional subspace spanned by U :

τ̂ = arg min
τ ′∈{Uz:z∈Rr}

∥τ̄ − τ ′∥2.

Proof. Since {Uz : z ∈ Rr} is a linear subspace, the minimizer of the distance from τ̄ is given by
the orthogonal projection:

P τ̄ = UU⊤τ̄ .

To see uniqueness, suppose τ ′ ∈ {Uz : z ∈ Rr} also attains the minimum:

∥τ̄ − τ ′∥2 = ∥τ̄ − P τ̄∥2.
Because P is an orthogonal projector, τ̄ − P τ̄ is orthogonal to {Uz : z ∈ Rr}, hence

⟨τ̄ − P τ̄ , τ ′ − P τ̄ ⟩ = 0.

The Pythagorean theorem then yields

∥τ̄ − τ ′∥22 = ∥τ̄ − P τ̄∥22 + ∥τ ′ − P τ̄∥22.
Equality with the minimum requires ∥τ ′ − P τ̄∥22 = 0, which implies τ ′ = P τ̄ . Thus τ̂ = P τ̄ is the
unique minimizer of (3.1).

Proof of proposition 3.2.

Proof. The alignment error follows

∥τ̄ − τ̂∥2 = ∥(I − P )τ̄∥2

≤ 1

M

M∑
i=1

∥(I − P )τi∥2

≤ 1

M

M∑
i=1

∥τi∥2 sin θi,

where θi is the largest principal angle between span(U) and span(τi).
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Remark B.1. Because U is chosen by SVD, it minimizes the total residual
∑

i ∥(I − P )τi∥22 =
∥(I − P )T∥2F =

∑
j>r σj(T)2, so the bound follows:

∥τ̄ − τ̂∥2 ≤ ∥(I − P )T∥F√
M

=

(∑
j>r σj(T)2

)1/2
√
M

.

C Property of Model Embedding Space

The model embedding space provides a unified low-dimensional representation of parameter updates
derived from a pretrained model. Because Φ and Ψ are derived from the pretrained model, they
remain frozen, and all task-specific knowledge is encoded solely by modifying S. This structure
induces several key properties.

Low-dimensionality. The intrinsic ranks ri, ro ≪ di, do reflect the assumption that the pretrained
model operates on a low-rank feature manifold. Thus, updates to S correspond to adjusting the model
only within this intrinsic subspace, avoiding unnecessary changes in orthogonal directions.

Shared coordinate system. By fixing Φ and Ψ, all adaptations are expressed in the same latent
coordinates. Two updates ∆S1 and ∆S2 are therefore represented in a common basis, making
addition, averaging, alignment, or similarity comparisons well-posed. This resolves a fundamental
difficulty in model fusion: conventional fine-tuning does not guarantee that updates across tasks lie in
comparable subspaces.

Preservation of pretrained knowledge. Because Φ and Ψ reconstruct the pretrained weights ex-
actly, the update ∆S modifies only the intrinsic transformation, leaving the pretrained structure intact.
This yields parameter-efficient adaptation while preventing catastrophic drift from the pretrained
model.

We illustrate this behavior in Figure 1 (b). In this experiment, we train an MLP-based VAE on
a synthetic 2D Swiss Roll dataset and then adapt the pretrained model to two downstream tasks,
each derived from a small sub-distribution. We compare our method with LoRA by visualizing the
generated samples. As shown in the figure, our approach remains well aligned with the pretrained
distribution while still adapting to the fine-tuned data. In contrast, LoRA tends to overfit to the down-
stream distribution, thereby compromising the structure learned during pretraining. Consequently, the
fused LoRA model also deviates from the original data distribution, whereas our method preserves
the pretrained structure and successfully adapts the downstream data distributions.

D Comparison with Other PEFT Methods

In this section, we provide comparison between our method and other related methods.

LoRA with SVD reparameterization. LoRA [19] constrains adaptation to a learned low-rank
update ∆W = BA, but the basis (A,B) is optimized independently for each task, so different
fine-tuning runs generally produce updates that reside in task-specific and mutually misaligned
subspaces. DoRA [32] improves stability by decoupling magnitude and direction, yet it still learns
task-dependent directions and does not guarantee that updates from different tasks are expressed in
a common coordinate system. In contrast, our method derives a task-independent encoder/decoder
decomposition directly from the pretrained model, ensuring exact reconstruction of the base weights
and constraining all downstream adaptations to occur within a shared intrinsic subspace. This yields
updates that are naturally aligned and geometrically comparable, a property that neither LoRA nor
DoRA provides without additional post-hoc alignment.

Post-hoc SVD merging of weight updates. Several model-merging approaches apply SVD or
PCA directly to a set of vectorized task updates {∆Wi}, i.e., SVDiff [16]. These methods produce a
shared basis in parameter space but do not account for the pretrained model’s structure; the derived
basis depends solely on the fine-tuning trajectories. This conflates signal and noise in the updates.
Our model embedding space instead derives its basis from the pretrained model itself, reflecting the
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intrinsic geometry of its feature manifold. Task updates are thus expressed in a subspace that is both
stable and architecturally aligned.

Weight-space SVD reparameterization. Reparameterizing each layer as W ≈ USV⊤ is a direct
low-rank approximation commonly used for model compression. While this reduces parameters, it
discards residual components and modifies the pretrained model. In contrast, our encoder/decoder
decomposition maintains exact reconstruction: Ψ and Φ span the full row/column spaces of the
pretrained weight, and all information is preserved. Adaptation is therefore stable and does not
degrade the base model.

E Implementation Details

E.1 Vision Tasks

We conduct experiments using ViT-B/32 [7] as the backbone model and evaluate performance on
eight downstream image classification tasks, following the standard setup in prior work [50]. For the
model embedding fine-tuning in the ViT experiment, we exactly follow the experiment setting as in
[50] and [43], with the same random seed. We use AdamW optimizer with learning rate 3e-4, weight
decay 0.1. For merging in the model embedding space, we mainly tune the r and select r = ri − 1 to
provide the best accuracy. Notably, when r/ri > 50%, our method always produces better results
than baseline methods, demonstrating robustness to this hyperparameter. To evaluate other merging
methods in the model embedding space, we directly reuse the hyperparameters reported in [43]. All
experiments are done on NVIDIA RTX5000 GPUs.

We compare our approach against a range of strong model merging baselines, including Task
Arithmetic [22], TIES-merging [59], DARE [61], TSV [12], ISO-C [39], KnOTS [50], and Core [43].
All baselines operate in the weight space and rely on task-specific fine-tuned checkpoints obtained
via LoRA [19], where rank-16 adapters are applied to all attention projection matrices, including
queries, keys, values, and outputs, across all transformer layers.

In contrast, our method constructs a model embedding space from the pre-trained attention weights
and adapts each downstream task by updating only the corresponding model embedding parameters,
following the same formulation described in Section 2.5. After obtaining task-specific embeddings,
we evaluate both arithmetic average and aligned subspace merging strategies in the model embedding
space. Additionally, to study the effect of the aligned subspace, we apply the same aligned subspace
merging procedure directly in the weight space by aligning LoRA checkpoints from prior methods
before merging.

E.2 Multimodal Large Language Models

We evaluate multimodal model merging on MM-MergeBench [62] using the LLaVA [30] codebase.
We introduce trainable model embeddings into multi-head attention and linear layers (excluding
the K and O projection parameters). And we freeze all original pre-trained weights. For each task,
we fine-tune only these model embedding parameters for about 1 epoch using AdamW optimizer,
with learning rate 2e-4 and warmup ratio 0.03. We use DeepSpeed ZeRO-3 in bf16, with per-device
train/eval batch sizes of 16/4 on NVIDIA A100 GPUs. Depending on the dataset, the training time
varies from 0.3 to 11 hours. For merging in the model embedding space, we adopt the same strategy
and parameter setting in Section E.1.

MM-MergeBench contains eight seen datasets: ScienceQA [35], ImageNet [6], VQAv2 [13], REC-
COCO [24, 38], OCRVQA [41], VizWiz-caption [15], Flickr30k [44], IconQA [37]; and four unseen
datasets: AOKVQA [48], ImageNet-R [17], Screen2Words [54], TabMWP [36]. We follow the
official splits and evaluation protocol. We compare our method against standard weight space, i.e.,
LoRA, merging baselines from MM-MergeBench, including arithmetic average, Task Arithmetic [22],
Ties-Merging [59], DARE [61], PCB-Merging [14], WUDI-Merging [5], and RobustMerge [62].

E.3 MNIST Experiment

Experimental setting. Our base model is a lightweight fully connected autoencoder for 32×32
MNIST images (normalized to [−1, 1]). The encoder is 1024→512→256→64, and the decoder
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Table 7: We demonstrate the effectiveness of our aligned subspace merging on a masked-image
reconstruction task on MNIST. We pre-train an autoencoder on digit 0, then fine-tune model embed-
dings separately on digits 2 and 8. The aligned subspace merging produces the merged model by
aligning these two model embeddings in a shared subspace, which leads to better reconstructions
than arithmetic average merging. The details are provided in Appendix E.3.

Task Method (MSE ↓)

Arithmetic average Aligned subspace

Digit 2 0.21 0.13

Digit 8 0.27 0.14

mirrors it 64→256→512→1024. We pretrain the autoencoder on digit 0 using AdamW. Training
uses an MAE-style masked reconstruction loss to compute.

Adaptation models. Starting from the pretrained autoencoder, we apply model embedding adapters
into all linear layers in both encoder and decoder, freeze the pretrained weights, and fine-tune only
the model embedding parameters. We fine-tune digit-2 and digit-8 adapters separately with AdamW.
We then merge the digit-2 and digit-8 model embeddings layer-wise using arithmetic average and
aligned subspace merging to explore the effectiveness of our method.

Metrics. While training uses MSE reconstruction loss, all reported fusion results are evaluated
using mean squared error (MSE) on the MNIST test sets for digits 2 and 8.

E.4 SVHN Experiment

Experimental setting. Our base model is a fully connected autoencoder. The encoder consists
of two linear layers with ReLU activations, and the decoder mirrors this with a final sigmoid to
produce outputs in [0,1]. The latent dimension is 128. We pretrain this dense autoencoder on digits
0–5 from SVHN dataset for 20 epochs using Adam. The training and validation objective is binary
cross-entropy (BCE) reconstruction loss between the output and the input image.

Metrics. While training uses BCE reconstruction loss, all reported fusion results are evaluated
using mean squared error (MSE) on the SVHN test sets for digits 6–9.

E.5 Knowledge Preservation Experiment

We use ImageNet accuracy to measure knowledge preservation and target-task accuracy to measure
adaptation. As shown in Table 6, full-parameter merging achieves strong target-task accuracy but
causes substantial forgetting, with a 7.3% ImageNet top-1 drop. In contrast, our model embedding
space achieves higher target-task accuracy than LoRA while almost preserving the original ImageNet
performance, indicating better adaptation with minimal forgetting.

Experimental details. We follow [50, 43, 39] and use ViT-B/32 of the CLIP image encoder as the pre-
trained model. We use ISO-C [39] for both full-parameter and LoRA merging. The full-parameter
checkpoints are from [39], and the LoRA checkpoints are from [50].

F Related Work on MLLM Adaptation and Merging

Multimodal LLMs are typically modular, consisting of a frozen vision encoder, a language decoder,
and a lightweight connector such as a projector or cross-attention block. This structure makes
PEFT especially effective for multimodal adaptation. Recent instruction-tuning pipelines commonly
introduce LoRA or small adapters into decoder and cross-modal layers to efficiently acquire VQA,
OCR, REC, and captioning abilities [30, 29], while newer open models further improve perception
quality and input resolution [55]. Built on these PEFT backbones, model-level merging methods
either combine task-specialized heads or adapters into a single checkpoint [2, 62], or directly merge
fully fine-tuned MLLMs. Large-scale studies further provide practical recipes, scaling strategies, and
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unified evaluation toolkits for assessing robustness and holistic multimodal capability [3, 4, 9, 26, 34,
63].

G Accuracy Metric Clarification

Prior model-merging papers sometimes report normalized accuracy, which is defined as

Accnorm(i) =
Accmerged(i)

Accfinetuned(i)
× 100%. (24)

Table 8: Comparison between normalized and absolute accuracy. We report absolute accuracy in the main
paper. Normalized KnOTS results are converted to absolute accuracy for reference.

Method Cars DTD EuroSAT GTSRB MNIST RESISC SUN397 SVHN Average

LoRA 74.00 58.30 99.00 92.70 99.30 88.40 64.50 96.20 84.10
KnOTS Normalized [50] 82.70 73.70 49.30 48.90 68.90 70.90 95.50 53.80 68.00
KnOTS Absolute 61.20 42.97 48.80 45.33 68.42 62.68 61.60 51.76 55.35
KnOTS Normalized [43] 80.81 83.03 58.25 74.34 67.66 79.69 98.54 49.86 74.02
KnOTS Absolute 59.80 48.43 57.67 68.91 67.19 70.45 63.56 47.97 60.50

In contrast, we report the original absolute accuracy. This is because our fine-tuned checkpoints
are trained in the model embedding space, while many baselines use existing LoRA checkpoints.
Since the fine-tuned checkpoints can have different single-task accuracies, normalizing by each
fine-tuned model may introduce an unfair comparison. Therefore, the main paper follows the standard
absolute-accuracy reporting protocol.

To clarify the relationship between normalized and absolute accuracy, Table 8 converts representative
KnOTS results from normalized accuracy to absolute accuracy using the corresponding LoRA
fine-tuned accuracy.

For example, a normalized accuracy of 82.70% on Cars corresponds to an absolute accuracy of
61.20%, because 61.20/74.00 = 82.70%. This explains why the main paper reports absolute
accuracy: it directly reflects the final merged model performance without being affected by different
fine-tuned checkpoint strengths.

H Computational Overhead

We analyze the computational overhead of the proposed aligned-subspace merging. Let M be
the number of tasks and let rm denote the latent feature dimension. For simplicity, we assume
rm = ri = ro, and r denotes the rank of the shared aligned basis. The time complexity of our
merging procedure is

O(Mr3m), (25)
which is comparable to existing merging methods because rm is much smaller than the original
feature dimension d.

The cost can be decomposed as follows:

Per-task decomposition: O(Mr3m), (26)

Aligned subspace basis: O(Mr2mr), (27)

Coefficient projection: O(Mr2mr), (28)
Coefficient averaging: O(Mrmr), (29)

Merged embedding reconstruction: O(r2mr). (30)

The dominant term is O(Mr3m), and the total cost scales linearly with the number of tasks M .

As shown in Table 9, our method has a low wall-clock merging time. Since rm is usually much
smaller than d, the proposed method remains efficient while performing alignment in the model
embedding space.
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Table 9: Wall-clock merging time and complexity comparison. Here d = di = do is the feature dimension
and rl is the LoRA rank.

Method Merging Time (s) Complexity

Task Arithmetic 4.17 O(Md2)
TSV 12.02 O(Md3)
KnOTS 48.45 O(M2d3)
Core 10.14 O(Md2rl)
Ours 5.88 O(Mr3m)

Table 10: Sensitivity to ri/d and r/ri on ViT-B/32. We report fine-tuned accuracy, trainable parameters, and
merged accuracy under different intrinsic rank ratios ri/d and aligned-subspace ratios r/ri.

Fine-tuned Acc. Params (M) r/ri = 25% r/ri = 50% r/ri = 75% r/ri = 87.5% r/ri = 98%

ri/d = 8.33% 84.03 0.58 52.63 55.79 61.96 61.72 60.85
ri/d = 12.5% 84.68 0.87 54.42 58.99 62.58 62.96 63.67
ri/d = 16.7% 84.99 1.16 55.32 60.90 64.23 66.02 65.89
ri/d = 25% 85.34 1.75 58.83 64.16 67.32 68.28 68.10

I Rank Sensitivity Study

ViT Rank Sensitivity We study two rank-related factors: the intrinsic rank ratio ri/d and the
aligned-subspace ratio r/ri. The ratio ri/d controls the capacity of the model embedding space,
while r/ri controls how much information is retained when constructing the aligned subspace for
merging. In the main experiments, we tune only MHA blocks, where ri = d/H is fixed by the
number of heads. To explicitly vary ri/d, we conduct an additional ablation on MLP layers.

Table 10 shows that increasing ri/d generally improves merging performance, while single-task
fine-tuning is less sensitive to this ratio. This suggests that a richer model embedding space is
especially beneficial for merging, because it preserves more task-relevant directions shared across
models.

The aligned-subspace ratio r/ri controls the trade-off between compression and information preser-
vation during merging. Very small aligned ranks discard useful task information, while moderate-
to-large ratios lead to stronger and more stable performance. Overall, the method benefits from a
sufficiently expressive embedding and aligned subspace, but does not require a narrowly tuned rank.

MLLM Rank Sensitivity We also evaluate the effect of the aligned-subspace rank on MM-Merge-
Bench. Table 11 reports both seen-task and unseen-task averages as a function of r/ri.

The MLLM results follow the same trend as ViT. Increasing r/ri improves the merged model, while
performance remains stable once the rank is sufficiently large. Given the efficiency of the proposed
merging method, we set r = ri − 1 in our main experiments, corresponding to r/ri = 99% for
MLLMs.

J Random Seed Robustness

Once the merged model is obtained, inference is deterministic, as no randomness is applied. In
particular, for MLLM experiments, it is required to ensure deterministic text generation for fair
comparison. Once the optimal merging hyperparameters are obtained, the model merging is also
deterministic.

Randomness arises only during the training stage, due to factors such as SGD and stochastic data
sampling. For a fair comparison with [50], [43], and [62], we use the same random seed when
fine-tuning in the model embedding space. Therefore, the main paper does not report variations
across different random seeds.

To illustrate the impact of randomness, we apply different random seeds during training. For the
ViT experiments, we report the fine-tuning results for both LoRA and our method. For the MLLM
experiments, due to the high computational cost, we report fine-tuning results of only our method.
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Table 11: Sensitivity to r/ri on MLLMs. We vary the aligned-subspace ratio r/ri and report seen-task and
unseen-task averages.

r/ri 25% 50% 75% 99%

Seen task accuracy 54.95 57.54 58.48 58.75
Unseen task accuracy 37.31 38.39 39.47 39.73

Table 12: Random seed robustness. We report mean and standard deviation over three random seeds.
(a) ViT fine-tuning robustness.

Method Cars DTD EuroSAT GTSRB MNIST RESISC SUN397 SVHN Average

LoRA 74.20± 0.17 57.86± 0.33 98.90± 0.03 92.68± 0.12 99.10± 0.22 89.10± 0.42 64.73± 0.68 96.19± 0.14 84.09± 0.23
Ours 75.62± 0.12 55.93± 0.80 99.10± 0.02 93.71± 0.17 98.50± 0.29 89.90± 0.30 68.25± 0.45 96.22± 0.31 84.65± 0.30

(b) MLLM fine-tuning robustness.
Method SciQA Image VQA REC OCR VizWiz Flickr IconQA Average

Ours 85.69± 0.27 96.07± 1.44 68.36± 0.39 47.81± 0.51 65.98± 0.16 59.90± 0.25 56.56± 0.16 76.75± 0.49 69.64± 0.13

(c) Aligned-subspace merging robustness.
ViT MLLM Seen Tasks MLLM Unseen Tasks

65.20± 0.38 59.06± 0.45 39.64± 0.13

Using model embeddings fine-tuned with different random seeds, we report the aligned subspace
merging results in terms of mean and standard deviation in Table 12. Overall, our method demonstrates
robustness to random seeds. For individual tuning, adaptation in the model embedding space
achieves higher accuracy than LoRA, and the merged models obtained via aligned subspace merging
consistently outperform the baselines.

K Limitations

Empirical results demonstrate that model merging via arithmetic average is significantly more effective
within the model embedding space, as evidenced by the enhanced accuracy of the merged models.
However, a rigorous theoretical characterization of the mapping between the model embedding
space and the task-specific functional space remains to be established. Future research will focus on
elucidating this connection to determine which geometric operations in the embedding space most
directly translate to gains in downstream task performance.
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NeurIPS Paper Checklist

1. Claims
Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: We have clarified our contributions in both the abstract and introduction.

Guidelines:

• The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

• The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A [No] or
[N/A] answer to this question will not be perceived well by the reviewers.

• The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

• It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?

Answer: [Yes]

Justification: We discuss the limitations at the end of the appendix.

Guidelines:

• The answer [N/A] means that the paper has no limitation while the answer [No] means
that the paper has limitations, but those are not discussed in the paper.

• The authors are encouraged to create a separate “Limitations” section in their paper.
• The paper should point out any strong assumptions and how robust the results are to

violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

• The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

• The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

• The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

• If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

• While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs
Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [Yes]
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Justification: We provide assumptions and complete proofs for each theoretical result.

Guidelines:

• The answer [N/A] means that the paper does not include theoretical results.
• All the theorems, formulas, and proofs in the paper should be numbered and cross-

referenced.
• All assumptions should be clearly stated or referenced in the statement of any theorems.
• The proofs can either appear in the main paper or the supplemental material, but if

they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

• Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

• Theorems and Lemmas that the proof relies upon should be properly referenced.

4. Experimental result reproducibility
Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: We provide the experimental settings, datasets, baselines, hyperparameters,
and evaluation protocols needed to reproduce the main results. We also provide experimental
results of random seed robustness in the appendix.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• If the paper includes experiments, a [No] answer to this question will not be perceived

well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

• If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

• Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

• While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.
(b) If the contribution is primarily a new model architecture, the paper should describe

the architecture clearly and fully.
(c) If the contribution is a new model (e.g., a large language model), then there should

either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
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Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [No]

Justification: We provide detailed experimental settings, datasets, hyperparameters, and
evaluation protocols in the paper and supplementary material. However, the code is not
publicly released at submission time.

Guidelines:

• The answer [N/A] means that paper does not include experiments requiring code.
• Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

• While we encourage the release of code and data, we understand that this might not
be possible, so [No] is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

• The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

• The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

• The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

• At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

• Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLs to data and code is permitted.

6. Experimental setting/details
Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: We specify the datasets, data splits, training settings, hyperparameters, opti-
mizer choices, and evaluation protocols in the paper.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The experimental setting should be presented in the core of the paper to a level of detail

that is necessary to appreciate the results and make sense of them.
• The full details can be provided either with the code, in appendix, or as supplemental

material.

7. Experiment statistical significance
Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [Yes]

Justification: In the appendix, we report mean and standard deviation over multiple runs for
the experiments where statistical variability is evaluated.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The authors should answer [Yes] if the results are accompanied by error bars, confidence

intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.
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• The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

• The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

• The assumptions made should be given (e.g., Normally distributed errors).
• It should be clear whether the error bar is the standard deviation or the standard error

of the mean.
• It is OK to report 1-sigma error bars, but one should state it. The authors should

preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

• For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

• If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources
Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justification: We report the compute resources used for our experiments in the implementa-
tion detail section of the appendix.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The paper should indicate the type of compute workers CPU or GPU, internal cluster,

or cloud provider, including relevant memory and storage.
• The paper should provide the amount of compute required for each of the individual

experimental runs as well as estimate the total compute.
• The paper should disclose whether the full research project required more compute

than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

9. Code of ethics
Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: The research in the paper conforms to the NeurIPS Code of Ethics.

Guidelines:

• The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.

• If the authors answer [No], they should explain the special circumstances that require a
deviation from the Code of Ethics.

• The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

10. Broader impacts
Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [N/A]

Justification: This work is a foundational method for model merging. It does not target
a specific societal application, and therefore has no direct societal impact specific to the
proposed method.
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Guidelines:
• The answer [N/A] means that there is no societal impact of the work performed.
• If the authors answer [N/A] or [No], they should explain why their work has no societal

impact or why the paper does not address societal impact.
• Examples of negative societal impacts include potential malicious or unintended uses

(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

• The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

• The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

• If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

11. Safeguards
Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?
Answer: [N/A]
Justification: There’s no such risk in the paper.
Guidelines:

• The answer [N/A] means that the paper poses no such risks.
• Released models that have a high risk for misuse or dual-use should be released with

necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

• Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

• We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

12. Licenses for existing assets
Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?
Answer: [Yes]
Justification: We properly cite the original papers and sources for all existing assets used in
this work. We follow their corresponding licenses and terms of use.
Guidelines:

• The answer [N/A] means that the paper does not use existing assets.
• The authors should cite the original paper that produced the code package or dataset.
• The authors should state which version of the asset is used and, if possible, include a

URL.
• The name of the license (e.g., CC-BY 4.0) should be included for each asset.
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• For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

• If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

• For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

• If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

13. New assets
Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?
Answer: [N/A]
Justification: This paper does not introduce or release new assets.
Guidelines:

• The answer [N/A] means that the paper does not release new assets.
• Researchers should communicate the details of the dataset/code/model as part of their

submissions via structured templates. This includes details about training, license,
limitations, etc.

• The paper should discuss whether and how consent was obtained from people whose
asset is used.

• At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

14. Crowdsourcing and research with human subjects
Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?
Answer: [N/A]
Justification: This paper does not involve crowdsourcing experiments or research with
human subjects.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

15. Institutional review board (IRB) approvals or equivalent for research with human
subjects
Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?
Answer: [N/A]
Justification: This paper does not involve crowdsourcing experiments, user studies, or
research with human subjects.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.
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• Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

• We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

• For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage
Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.
Answer: [N/A]
Justification: The core method development does not involve LLMs.
Guidelines:

• The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

• Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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